
STAT 263/363: Experimental Design Winter 2016/17

Lecture 17 — March 13

Lecturer: Art B. Owen Scribe: Poorna Kumar

17.1 Outline:

In the previous lecture, we discussed how to choose points which are uniformly distributed
in space when designing computer experiments. This lecture continues the discussion of
prediction and optimization in the context of designing computer experiments. Specifically,
we touch upon:

• (Briefly) Other design considerations: maximin and minimax designs

• Kriging models for interpolation

17.2 Packing and Covering

When designing experiments, we might be interested in the following problems:

• Packing: How do we pack as many points as possible into a space? For example, in a
given area, how many Starbucks chains can we fit in so that they don’t overlap?

• Covering: What is the least number of points needed to cover the space?

– Maximin designs: the design points are chosen to maximize the minimum distance
between any two design points. In this design, the design points usually float out
to the edge of the space, repelled by one another, as seen in Figure 17.1.

– Minimax designs: for example, how should one place Starbucks stores to minimize
the maximum distance between any person (i.e., any point in the design space)
and a Starbucks chain (a design point)? The points are usually found in the
interior of the space, as seen in Figure 17.2.

Figure 17.1. Approximate Maximin De-
sign

Figure 17.2. Approximate Minimax De-
sign
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Minimax and maximin designs are not widely used. This is because the optimizations
problems are complicated and non-convex, and the solution is unique to a given design space
and number of points. So, say, if we decide to include another point in the experiment after
we’ve designed it, we have to redo the (cumbersome) optimization, and the solution changes,
which is not as convenient as Latin hypercube samples, orthogonal arrays, etc.

17.3 Kriging

Suppose we take xi ∈ [0, 1]d, i = 1, . . . , n, and we get yi = f(xi). What we want is f(x0),
and x0 is not one of the points we have already.

If we could soak the space with millions of points, we have the answer. But if we
could only afford a few dozen points in high dimensions, we would have to do some kind of
interpolation. This is where Kriging Models come in.

17.3.1 Kriging Models: Gaussian Process Models

Consider Y (x), the response, as a function of x. Suppose Z(x) is a Gaussian process. Kriging
models could have:

Y (x) = M(x) + Z(x) (17.1)

Or, Y (x) = µ+ Z(x) (17.2)

Or, Y (x) =
J∑
j=1

βjfj(x) + Z(x) (17.3)

The above equations are three different flavors of Kriging:

1. In 17.1, we know M(x), which is the expected value of Y (x), and the difference is Z(x).

2. In 17.2, Y is, in expectation, constant and it fluctuates around that constant by Z(x).

3. In 17.3, we have a hunch that Y a polynomial in x, and the hunch has an error which
we deal with by Z(x).

Z(x) in the above equations is a Gaussian process: a random draw from a set of functions
that we might have got. The randomness in our response Y comes from the randomness in
our draw of Z(x), and we use this randomness to drive our inferences (estimates, confidence
intervals, etc.). Figure 17.3 shows many different possible draws for Z(x). There are multiple
justifications for why we model the response Y as a Gaussian process: one of them is that
it simply gives us good results, whereas a lot of more principled things don’t work as well.
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Figure 17.3. Gaussian Process Draws from a Prior Distribution; x is on the X-axis and Z(x) is on the
Y-axis. License: Cdipaolo96, Gaussian process draws from prior distribution, Cropped, CC BY-SA 4.0.

17.3.2 Properties of a Gaussian Process

If Z(x) is a Gaussian process:

E(Z(x)) = 0 ∀x (17.4)

Var(Z(x)) = σ2 ∀x (variance could vary; we don’t deal with that here) (17.5)

Cov(Z(x), Z(x′)) = σ2R(x, x′), where R(x, x′) is the correlation function (17.6)

Often, R(x, x′) = σ2R(x− x′), i.e., it only depends on x− x′ (17.7)

For any x1, . . . , xn (even as n goes to ∞):
Z(x1)
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...
Z(xn)

 ∼ N
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0
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 (17.8)

R is legal⇔ Var(
n∑
i=1

λixi) = λT [R(xi, xj)]n×n λ ≥ 0 ∀n, xi, λi (17.9)

The covariance matrix must be positive semidefinite, which puts a restriction on valid R
functions.

17.3.3 Correlation Functions

Let us examine a few different possibilities for R(x, x′), the correlation function. Suppose
x ∈ R. Often, R(x, x′) is a function of δ = |x− x′|.

Consider R(x, x′) = exp
(
− |x−x

′|
θ

)
, which is a valid correlation function for any θ > 0.

This is the (very common) exponential decay correlation function, plotted in Figure 17.4.
The figure shows how R falls off exponentially as a function of |x− x′|, and that this decay
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Figure 17.4. Exponential Decay Correlation Function

can be fast (if θ is relatively small, as in the blue line), or slow (if θ is relatively large, as in
the pink line). Fast decay implies that the function Z(x) wiggles very quickly, whereas with
slow decay, the function Z(x) does not change very much.

A linear decay function R(x, x′) = (1 − |x − x′|)+ is also a valid choice for R, which is
shown in Figure 17.5. Here, the correlation drops off to zero linearly, and remains there.

Figure 17.5. Linear Decay Correlation Function

Another popular choice for R squared exponential decay function in Figure 17.6, R(x, x′) =

exp
(
− (x−x′)2

θ2

)
, is valid if θ > 0. Notably, for any function in this family, the correlation is

flat, at 1, in the limit of x − x′ going to zero. This implies that for x′ → x, the function is
constant (the slope is zero; the correlation does not drop from 1)! Thus, we get a smooth
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Z(x), which is continuous and differentiable everywhere, with this choice of correlation func-
tion. This is in contrast to the exponential decay case in Figure 17.4, where the correlation
drops off at a constant rate quickly in the limit of x′ → x, and the resulting Z(x) is not
smooth. Just like in the exponential decay case, in the squared exponential case, the rate
of change of Z(x) is impacted by our choice of θ, i.e., small θ (blue) will lead to a faster
changing Z(x) than large θ (pink).

Figure 17.6. Squared Exponential Correlation Function

17.3.4 A Note on the History of Kriging

Kriging models come from geology in the 1950s, and are named after Krige, who did work
in finding out how much gold is in a piece of land.

Core samples were collected from a block of earth, and the amount of gold at a point in
the earth was modeled as a Gaussian process. In practice, the correlation R as function of
x − x′ often shows a discontinuity at |x − x′| = 0 – it immediately drops, which is called
the “nugget effect”. This can be roughly understood as a consequence of the gold being
in the form of a nugget – when one steps away from the nugget, the amount of gold falls
abruptly. The nugget effect also can explain noise, if there is noise in one’s model (i.e., if
Y = smooth function of x + noise): the abrupt drop in correlation near the design point
can be due to the noise in measuring Y .

17.3.5 Back to the Math of Kriging

We have a sample of y(xi), i = 1, . . . , n, and we want y(x0). Now,
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 (17.10)

Therefore, y0|y1, . . . , yn is normal. We would use this conditional distribution to predict
the unknown value, for example, ŷ(x0) = E (y(x0)|y(x1), . . . , y(xn)). This would minimize
the squared error loss. More generally, if z1 is a vector of unknown values and z2 is a vector
of known values, we can partition y into a known and unknown vector:

[
z1
z2

]
∼ N

([
µ1

µ2

]
,

[
Σ11 Σ12

Σ21 Σ22

])
(17.11)

Then, z1|z2 ∼ N
(
µ1 + Σ12Σ

−1
22 (Z2 − µ2),Σ11 − Σ12Σ

−1
22 Σ21

)
.

z1 has a shifted mean and a reduced variance (as compared to its unconditional mean
and variance) but it is still Gaussian. Also, the reduced variance does not depend on the
observed value of z2. The multivariate Gaussian is the only distribution with this special
property: it is still Gaussian after you condition on any linear combination of variables.

Suppose Corr(Z(x), Z(x′)) = exp
(
− |x−x

′|
θ

)
, for some θ > 0. Figure 17.7 depicts this

case, with the true function Y (x) in black, which is quite squiggly (unsmooth). We observe
some points (marked as blue dots), and want to estimate the function at the rest. What is
the expected value of the function at the unobserved points? It turns out to be a straight
line interpolation between the values that we saw, i.e., we end up fitting a piece-wise linear
model.

Figure 17.7. When the correlation R decays exponentially, the Kriging estimate is a first-order spline. Here
θ=0.25, and Y (x) = Z(x)

In general, we can vary the correlation function to get different kind of spline interpo-
lations. If we assume that, as in the exponential decay case, we have that the correlation
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drops off linearly in the limit of x − x′ → 0, then we have a linear spline. If, instead, we
have that the derivative of the correlation exists at x→ x′ and follows the Brownian motion
pattern, then we would have a cubic spline interpolation, and so on.

In particular, if we had picked the Gaussian (squared exponential) correlation function,
we would have obtained a different prediction: we would have had smoother (‘excruciatingly
smooth’) realizations of the true function Y , and smoother interpolations for our predictions
than in the exponential decay case.

17.3.6 Handout: Different Kinds of Kriging

In this part of the lecture, we followed a handout, which illustrated different kinds of Krig-
ing models, with different correlation functions, and examined the estimated values and
confidence intervals in each case.

The Kriging models in the handout sometimes had baseline trends – known as Simple
Kriging, where y = µ(x)+Z(x), and µ(x) is a known trend that could be linear, polynomial,
sinusoidal, etc. If there is no baseline trend, then the Kriging model is called Ordinary
Kriging, and y = µ + Z(x), where µ is a constant. In practice, the polynomial trends
from Simple Kriging are not always necessary, since Z(x) can wiggle and trend just like a
polynomial, and therefore can absorb that term. The handout had examples of:

• Exponential correlation: jumpy, first-order spline, not ideal, usually undersmooth.

• Squared exponential correlation: very smooth, all derivatives exist, but it could be
too smooth. Sometimes, the physical phenomenon being estimated has discontinuities,
and the Gaussian will not handle these well: it will introduce spiky excursions known
as Gibbs phenomena.

• Matern correlation: smoother than an exponential but not as smooth as a Gaussian.
Different numbers of continuous derivatives based on parameter ν.

The Kriging model gives us a confidence interval on our estimates, based on the con-
ditional variance, which drops down to zero at the sampled points (where we know the
function). As we move outside the boundaries of our data, our uncertainty flares out. For
lower θ, we have larger uncertainty and wider confidence intervals, and for higher θ, we have
narrower confidence intervals, since we know that changes in x don’t do that much to the
function.

Sometimes, people fit models and hold out a few points, in order to test the error and
obtain a ballpark measure of confidence.

In the case of Ordinary Kriging, the estimate reverts to the unconditional mean in regions
that are outside the data. There are numerous methods to figure out how to Krige better
than that, and active research being done on how to stop the model from going back to the
unconditional mean (for example, by making the estimate go back to the nearest neighbor
in regions that are outside the data).
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17.3.7 Minimization in Kriging

Kriging allows us to get not just estimates but also confidence intervals, and other measures
of uncertainty. This enables us to ask inferential questions. For example, suppose we have
y(x1), . . . , y(xn), and we want argminx y(x).

One idea is to find a Kriging model f̂ that interpolates the data, and then select x∗1 =
argminx f̂(x) = argminx E (ŷ(x)|y1, . . . , yn).

Another idea is to use the Bandit philosophy, and select the point with the lowest LCB
(lower confidence bound). Figure 17.8 illustrates this principle. The solid blue line is the
predicted function, which is lowest at the point marked in red. But, the green point has the
lowest lower confidence bound, and so we would pick the green point. The dashed blue line
is the true function.

Figure 17.8. Lower confidence bound principle: choose the point (green) with the lowest LCB. License:
Cdipaolo96, Gaussian Process Regression, Cropped, added a point, CC BY-SA 4.0.

A third idea is to pick the point which gives you the highest “expected improvement”,
where expected improvement is defined by EI(x) = E

(
[min1≤i≤n yi − y(x)]+ | data so far

)
.

We count the improvement if there would be an improvement, i.e., we only count the positive
part of min1≤i≤n yi− y(x). A related diagram is in the handout. The expected improvement
is not hard to compute if we have conditional estimates for µ and σ at any x: it simply
involves finding the area under the tail of a Gaussian, which is easy to do on a computer.
However, finding the maximum of the expected improvement is not an easy problem. It
is a non-convex optimization which might take time. Once we have the value of x∗ that
maximizes expected improvement, it is also possible that there could be no improvement
when we actually compute Y (x∗). But even if we find this to be the case, we will have new
data and renewed estimates, which will direct us away from that region.

The last page of the handout shows us the expected improvement algorithm in action.
The first panel shows a contour plot generated in the process of estimating θ (when the
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correlation function is not known, we need to estimate θ through a nasty and non-convex
maximum likelihood estimation). The second panel shows the posterior estimates through
Kriging. In the last panel, the handout demonstrates an iterative method for finding the
point with the largest expected improvement. First, a Latin Hypercube sample is taken and
a model is fit, and then points with high expected improvement are found. These points are
iteratively tested, and a couple of areas in particular are closely inspected.

17.3.8 Multivariate Covariance

We have so far restricted ourselves to the case where x ∈ R. What if x ∈ Rd? Commonly,
we model the covariance between two multi-dimensional points as the product of correlation
functions in each variable. So, each variable j has its own θj, and:

R(x, x′) =
d∏
j=1

R(xj − x′j; θj)

.
If θj →∞ or is very large, it means that variable j doesn’t do anything, and is likely not

very important.
Alternatively, sometimes R functions are of the form:

R(x, x′) = R

(
‖x− x′‖

θ

)
These correlations are called isotropic, and are occasionally used in geostatistics, where, say,
the North-South direction is not significantly different from the East-West direction. But
this is not commonly used in computer experiments.

17.3.9 Estimating and Using Derivatives in Kriging

Suppose f(x) is Gaussian. Then,

f(x+ h)− f(x)

h

is also Gaussian. If the limit exists, (i.e., if the function drops off slow enough), then

lim
h→0

f(x+ h)− f(x)

h

is also Gaussian. Also, an average over a region C,

1

Nc

∑
xj∈C

f(xj)

is Gaussian, where Nc is the cardinality of C, and it converges to 1
|C|

∫
c
f(x)dx which is

Gaussian.
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So, derivatives (first order, second order, partial integrals, etc.), integrals (line integrals,
contour integrals, etc.) and function values all have a joint Gaussian distribution. We
therefore get a “Kriging machine”: we can put in function values, derivatives and integrals,
and get out predicted values, derivatives and integrals.

All of our predictions are mutually consistent with each other and the data that we
started with: for example, the derivative of our predicted value is our prediction of the
derivative. This is a very convenient and nice property, and allows us to take everything we
know (values, derivatives, integrals), throw it into the model, and get consistent results!
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