
STAT 263/363: Experimental Design Winter 2016/17

Lecture 1 — January 18

Lecturer: Art B. Owen Scribe: Julie Zhu

Overview

Experiments are powerful because you can conclude causality from the results. In most
classes, we deal with data analysis and given data. In this class, we will be responsible for
the design of data. We are getting the data ourselves - so what should the data look like?
If the data is not good enough, it is our responsibility to think about what should be in the
data. However, Today’s lecture will cover the following topics:

1. Neyman Rubin Causal Model (Holland Reference)

2. History of Experimental Design

Other topics we might cover in the future:

1. Bandits

2. Computer Experiments

3. Sparse Regression

1.1 Neyman Ruben Causal Model

In experimental design, we want to study the effects of causes, not the causes of effects.
Example: We use experiments to see if watering a plant will cause growth. We don’t use
experiments to determine what caused the plant’s growth (Why did the plant grow? Water?
Sun? Fertilizers?)

Treatment T
Control C
Population of Items (Units u ∈ U)

Each unit gets s(u) a treatment where s ∈ {T,C}. In principal, any unit could get T or C.

Example Gender by birth can’t be determined using a causal model. Everyone has a gender
by birth. We can’t assign genders to others.

Example Smoking can have a causal model, but there are other ethical barriers. Can you
make people who don’t smoke smoke? Where do we draw the line in that case?
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Outcome Variable
Yt(u) if s(u) = T
Yc(u) if s(u) = C

The effect of the treatment on unit u is Yt(u)− Yc(u).

Fundamental Problem of Causal Inference

Note that the effect of the treatment on unit u is Yt(u)−Yc(u), but we can’t apply both the
treatment and effect to the same unit u. We can only see Yt(u) or Yc(u).

Ys(u)(u) is what we observe:

u s(u)

1 C
2 C
3 T
4 C
5 T

The average causal effect is 1
|U |

∑
u∈U Yt(u) = Yc(u).

1.2 Random Treatments

We can understand Yt − Yc without observing it through making a few assumptions.

Temporal Stability
Sometimes we know the outcome of the control Yc(u) is the same before and after. Then,
Yt(u)− Yc(u) is causal.

Unit Stability
Yt(u1) = Yt(u2)
Yc(u1) = Yc(u2)
Then, we see that Yt(u1)− Yc(u2) is causal effect.

Conditional expectation of treatment outcomes can differ from the actual expectation of
response varible.

E(Ys(u)|s = T ) = E(YT |s = T ) vs. E(Yt)
E(Ys(u)|s = C) = E(YC |s = C) vs. E(Yc)

Example
In the UK, they experiment and test if milk could help malnourished children. The study
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was to give 2/3 pint of milk to school children.

10,000 students got no milk
5,000 students got whole milk
5,000 students got pasteurized milk

After distributing milk to schools in the UK, the researchers measured the students’ height
and weight in February and then in June.

There were several confounding factors in the experiment:

1. Children were weighed with their clothes - students had heavier clothing in the winter

2. Teachers would mess with the list and give milk to students they though were not
well-off and less nourished

3. Students who were less well-off also had less clothing in the winter

Thus, the researchers turned to height. They found that the height metric is irrelevant to
clothes and weight. However, the choosing of less nourished students to receive the milk
might have still messed with the results.

Goal of an Experiment
Choose a treatment s(u) independent of YT (u) and YC(u). For example, toss a coin to assign
treatment and control groups to the population units.

Using the coin tossing method, it is possible that we don’t get any controls. It might be
better to use a simple random sample (SRS) here. Then we can obtain unbiased average
estimates as given by:

1
nT

∑
s(u)=T YT (u)− 1

nC

∑
s(u)=C YC(u)

Yt−Yc for each unit could have a high variance, so we take the average. We can double check
causal inference by splitting the population up into groups and then analyzing the results.

1.3 History of Experimental Design

1920 - 1930s
R.A Fisher in Agriculture
Weather would determine the success of crop yields. Fisher wanted to test to see how he
could yield more wheat from his harvests. Advantages included having to wait a year for
each experiment, small signal (gain), and large noise in data.

1950s
Medicine gave rise to the popular placebo vs. control experiment design. These experiments
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were still noisy.

1950 - 1960s
George Box invited the 2-level experiment. He had data with 20 binary factors. He began
factorial experiments in order to test several features at once (since he can’t do 20 separate
experiments; it was too costly).

1970s Monte Carlo Simulation
1950s Computer Experiments

1950s
Use of A/B experiments in E-commerce resulted from the introduction of big data. We see
that it’s a similar 2-level experiment to what Box figured out, but the labels of T or C are
now known.

A/A experiments sample in the null and create 2 groups with the same treatment. This is
usually to compare to the A/B experiment results to make those more impressive.

1.4 Historical Controls

Example
There is a new diabetes treatment given 50 people and everyone gets the treatment. The
results are then compared to last years data (compared to data for clinic, for the hospital,
state, country, etc...)

In this example, there are a lot of variables and there are also more confounding factors. It’s
possible that the entire demographic of the individuals receiving treatment this year and last
year are different. It is possible that particular sexes, ages, socio-economic status contribute
or detract from recover and study results.

Positive Negative
Experiment 1 7
Historical 16 5

Usually, a double blind experiment is a good standard (the ones administering the test and
the researchers don’t actually know who is getting what treatment).

Different Medical Treatment Experiments

In the cases where we are testing a new drug, we also have to consider the case where the
patient didn’t not take the medicine. newline
Note that testing only population A to C is different than testing population (A + C) vs.
(B + D).
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Took Didn’t Take
Treatment A B
Control C D

The FDA general standard is to test the latter because the general public might not actually
take the medicine. By choosing to take the medication, those people are already different
from those who didn’t.

1.5 Randomization Inference

George Box - When performing analysis, forget you ever did the randomization
Don Ruben - When performing analysis, calculate in the fact that you did randomization

In this case, if we have two treatments A and B:

n1 got A
n2 got B

Note that if we assume A and B have identical distributions (not just the same means and
variances), then we see that (Ȳ ∗A − Ȳ ∗B) has the same distribution as ȲA − ȲB).

Note that assuming the same distribution is a strong assumption.
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