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8.1 Fits, their variance and R2

One of the most common linear model settings relates Y ∈ Rn to X ∈ Rn×d, a matrix of d predictor variables.
Putting in the intercept term gives the design matrix

Z =


1 X11 · · · X1d

1 X21 · · · X2d

...
...

. . .
...

1 Xn1 · · · Xnd

 ∈ Rn×p, p = d+ 1.

The fitted values are Ŷ = Zβ̂. From our earlier algebra var(Ŷ ) = σ2H where H is the hat matrix. For Z of
full rank we easily find that

n∑
i=1

var(Ŷi) = σ2tr(H) = pσ2.

The more predictors we put into the model, the more variance we get in the fits. Adding those predictors
gives us a more flexible fit, with the potential to reduce bias. So the model size p raises the usual bias-variance
tradeoff issues.

One way to quantify the errors in the model is via

R2 =
∑
i

(Ŷi − Ȳ )2
/∑

i

(Yi − Ȳ )2.

This is interpreted as the fraction of variance explained. If d = 1 it would be the square of the correlation
between Y and the single column of Xs. When using R2 there should be an intercept term in the model.
Then

0 6 R2 6 1

will hold by Pythagoras.

There is no useful rule of thumb for how large R2 has to be to be good. It is what it is. The higher it goes,
the greater fraction of variance in Yi is captured by the model. Whether that fraction is high enough for a
given purpose depends on that purpose. Raising p will never decrease R2. If p is not far smaller than n an
adjusted R2 to be discussed later is more useful.
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8.2 Face value interpretations

From the model
Y = β0 + β1x1 + β2x2 + · · ·+ βdxd + ε,

the face value interpretation is that the βj describe what happens to Y if we change xj . In the formula

∂

∂xj
Y = βj .

These interpretations are useful in helping us understand, visualize and interpret the model, but of course
it does not mean that changing somebody’s xj would have that effect on their Y in real life.

From the model
E(Y | x) = β0 + β1x1 + β2x2 + · · ·+ βdxd

we get the similar interpretation that
∂

∂xj
E(Y | x) = βj .

That means that even though somebody’s Y might not necessarily go up by βj times the change in xj , this
might be the average of what happens to everybody whose xj changes. That second interpretation is also
useful in thinking about βj but it does not of course mean that those changes will happen.

One way to think of this regression model is that we have encountered a cloud of points (xi, yi) and the yi
values are scattered around a plane described by y ≈ xTβ. If the next point we encounter is from that cloud
and we see xn+1, then we have some idea what yn+1 should be.

If we intervene to change some xj then the resulting (xi, yi) point has by definition not come from the cloud
of observational points.

We can be much more confident about predictive accuracy generalizing to similar data points than about
anything that involves changing the xj values.

8.3 Body fat data

We looked at a real data example. It used to be in R via attach(bodyfat) but checking just now it is not
there. You can find it online.

As discussed in class, these data were collected to see if various body dimensions could be used to predict
the percent body fat in a person. They measured that by weighing the people in water and in air. The water
measurement is obtrusive and maybe the dimensions can be used instead.

We plotted the data and found one clear outlier that we did not believe. There also seems to be an
inconsistency in how the bodyfat percentage was derived from the density estimate. That affected a handful
of data points which were then removed. It is worth checking data to see if it makes sense. Cleaning data
can take more work than fitting models. It also requires more thinking about the domain area and hence is
harder to automate.

To start, we ran a regression of body fat on all of the other variables. It had R2 = 0.9996. That is bad
because it could not possibly be that predictable. The cause is that one of the other variables was the
density, which would not be available in real prediction usage. I left that in to illustrate a point. This sort
of thing happens a lot, where the answer somehow leaks into the predictor data. Maybe your data are not
actually representative of how things will be when you deploy a model. A learning algorithm could notice
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that when there is a ruler in the photo of a scar, then that scar is more likely to be cancer. It could be a
good prediction, because perhaps the doctor put the ruler there knowing it was cancer, but this is not useful
going forward if we are thinking of replacing the doctor. A company might have data on past customers that
reflects variables from their whole history, some part of which was measured after the point in time when
predictions are required.

We took the density variable out and found a regression with more plausible R2. It had a large positive
coefficient on abdominal girth. Also, a significant negative coefficient on wrist girth. That coeffficent does not
have a causal impact, so the negative sign is not necessarily wrong. It might just be making an adjustment
relative to the abdominal number. It could give better predictions.

Most coefficents were not significant. That doesn’t mean that the true value is zero. It might mean that we
are better off not using them. We can get a simpler model and measure fewer things on each person without
them.

A regression on abdominal girth alone explained about 65%. Age alone explained about 9%. Abdomin and
age together explained only about 1% more than abdomin. It is likely that age and adbdominal girth are
correlated.

8.4 ‘Wrong’ signs could be right

While we like to understand a model mechanistically odd looking signs can still be correct.

Sen and Srivastava have an example where the number of rooms in a house has a negative coefficient on its
value. If we did increase the number of rooms we would often also increase the square footage. A realistic
change might then involve both variables with the square footage coefficient making the sign positive. [Of
course that might still not happen because of many other variables.]

An old WWII story has bomber pilots with greater accuracy on days when there was greater fighter oppo-
sition. As the story goes, those were the days with the clearest weather.

A recent example in medicine had an indication that patients with asthma would do better in the hospital.
The actual reason was that they were more likely to be put into intensive care.

In all of these stories, we get what is going on, and perhaps don’t think it will happen to us. These stories
are sometimes from hindsight.

An especially dangerous practice is to tweak variables into and out of the regression model until our favorite
coefficient has the desired sign. A regression on observational data is not ordinarily causal, and this tweaking
may make it even less predictive than it could have been.

8.5 Competing and collaborating variables

We could have x1 and x2 with the following property. Adding x1 to the model without x2 makes a significant
improvement in fit, but adding x1 to a model with x2 does not. And conversely exchanging roles of x1 and
x2.

This can happen if x1 and x2 are strongly correlated. In the extreme case they might be the same variable
(or linearly related like temperature in Celcius and Fahrenheit). Then of course you only gain from one and
the second one is redundant.
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Suppose that x1 and x2 are positively correlated in the data. So their sample covariance looks like
(
+ +
+ +

)
(keeping only signs) then the covariance of β̂1 and β̂2 looks like

(
+ +
+ +

)−1
=
(
+ −
− +

)
, so there’s a negative

correlation.

In class, I sketched a confidence ellipsoid for (β1, β2) that excludes the origin (0, 0) but intersects both the
horizontal and vertical axes. In a situation like this we can reject β1 = β2 = 0 but we cannot reject β1 = 0
or β2 = 0. At least one of them must be nonzero but the data don’t say which.

Collaborating is rarer, but you could find an all or nothing situation where both βj are significant if both
are in the model while neither are significant on their own. The way this works is by their presence in the
model reducing s2 enough to help the other one out.

This story happening between x1 and x2 could be taking place with them as the only variables. Or there
could be many others in the model and conditionally on them being there, x1 and x2 either compete or
collaborate.

8.6 Correlation is not causation

An observed correlation between x and y could mean that changes to x cause changes to y. Or the causal
direction could be the reverse. Or some third variable, call it z, could be causally changing both x and y.
For example gene x could be correlated with health y because gene z affects them both.

R. A. Fisher, in not his greatest moment, argued that smoking might not be the cause of lung cancer. Perhaps
the same people genetically prone to smoke are also genetically prone to get lung cancer. This seems like an
odd thing to say because, presumably the gene pool changed slowly while the cancer rate changed quickly.
A better explanation would have had a faster moving z.

8.7 Partial correlation

We can have cor(x, y) > 0 in a problem where cor(x, y | z) < 0 for all levels of some third variable z. In class
I sketched this out with ellipsoids. It is the continous data version of Simpson’s paradox.

Which correlation is the right one to consider? That depends on the scientific context. It could be that both
are useful, depending on circumstances.

For humans we might find height and girth are positively correlated, but negatively correlated given weight.

For normally distributed random variables, the partial correlation is

cor(x, y | z) ≡ ρx,y·z =
ρxy − ρxzρyz√

(1− ρ2xz)(1− ρ2yz)
. (8.1)

Operationally, we can regress z out of y getting residuals ε̂i = yi − β̂0 − β̂1zi, regress z out of x getting
residuals η̂i = xi−γ̂0−γ̂1zi, and then compute the correlation between ε̂i and η̂i. Think of these as z-adjusted
y and z-adjusted x.

In greater generality you can regress out a whole set of other predictors from both x and y and measure the
correlation of the residuals. You can also use nonlinear models in all three places: the two adjustments and
the final relation.
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Just as correlation is not necessarily causation, partial correlation is not necessarily conditional causation.
I.e., a large ρ̂x,y·z does not mean that changing x with z held fixed will have any specific causal effect on y.

Back to Fisher: There did indeed seem to be a genetic component to whether somebody smokes; it was
heritable. However Cornfield raised a serious concern about it. Look at the numerator of (8.1). If ρx,yż
has a different sign from ρxy then both |ρxz| and |ρyz| have to be bigger than |ρxy| because all of these
correlations are below 1 in absolute value. If there is a super strong correlation ρxy then whatever missing
z you find has to have an even stronger correlation with both x and y than they have with each other.


